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Executive Summary  
  
This document titled “Novel methodologies for damage detection and assessment along 
the road corridor and a surrounding disaster affected area, using multi-source remote 
sensing” is the result of work done in T5.4 “Multi-sensor synoptic damage assessment 
for different disaster scenarios”. The goal of this document is: 

1) To describe post-disaster scenarios that are scrutinized within the PANOPTIS pilot 
sites  

2) To develop novel deep learning post-disaster damage detection frameworks 

3) To investigate the capability of novel earth observation platforms, such as hybrid 
UAVs, for the purpose of post-disaster damage detection. 

The document is organized as followed: 

- Chapter 1 contextualizes this document in relation to other PANOPTIS work 
packages.  

- Chapter 2 describes the disaster scenarios and the methodologies which were 
developed in this deliverable. 

- Chapter 3 describes a series of experiments which aim to test the suitability of data 
types (satellite and UAV) and the hybrid UAV platform. 

- Chapter 4 consolidates the results of chapter 3 into a revised post-disaster monitoring 
framework. 

- Chapter 5 concludes the document.  

Editorial note: Due to the COVID-19 pandemic, planned experiments with the hybrid UAV 
could not be executed. The experiments will be executed and analysed a.s.a.p. when local 
regulations allow. Nonetheless, chapter 3 describes these experiments and what results are 
expected. The results will be presented in v2.0 of this deliverable.   
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1 Introduction  
1.1 Purpose of the Document 
This document presents Deliverable (D) 5.4: “Novel methodologies for damage 
detection and assessment along the road corridor and a surrounding disaster affected 
area, using multi-source remote sensing data”. This deliverable is based on work carried 
out in Task (T) 5.4: “Multi-sensor synoptic damage assessment for different disaster 
scenarios”. T5.4 is part of Work Package (WP) 5 of the PANOPTIS project.  
In T5.4, new post-disaster damage detection frameworks were developed. The 
frameworks are based on advanced deep learning architectures or image processing 
frameworks. Particular attention is given to the end-users needs (ACCIONA and 
Egnatia Odos), the limitations of available earth observation (EO) platforms, and the 
trade-off between accuracy and speed, of which the latter is of vital importance in post-
disaster scenarios. By doing so, the resulting deliverable, represents a holistic and 
practical monitoring framework for post-disaster damage analysis.  
 

1.2 Intended audience 
This document is public and can be accessed by any interested stakeholder. These may 
include PANOPTIS end users or those interested in consuming monitoring information 
to produce information products. The stakeholders in the PANOPTIS consortium are 
ACCIONA S.A (ACCI) and Egnatia Odos AE (EOAE). They are responsible for 
maintaining the road corridor and are therefore actors in the monitoring process and 
consumers of monitoring information.  
Other interested stakeholders, could require monitoring information to for hazard and 
vulnerability assessments. Within the PANOPTIS consortium, the Multi-Hazard 
Vulnerability Modules developed within WP4, and the Holistic Resilience Assessment 
Platform (HRAP) developed within WP6, are examples of such stakeholders. 

1.3 Interrelations 
T5.4 builds on the conceptual remote sensing monitoring framework which was defined 
in D5.1 (“Conceptual framework for remote sensing based RI monitoring”). The 
conceptual framework described how different EO platforms, can be used for 
degradation and damage localization, identification and quantification in both routine 
and post-disaster scenarios. The different EO platforms consist of satellites, Unmanned 
Aerial Vehicles (UAVs), vehicles and fixed sensors.  
T5.4 also builds on D2.1 where the user’s requirements were identified and described 
as a set of use-cases. In in D.2.2, these use cases were refined and grouped under seven 
use cases which will be validated in WP7 pilots. These use-cases directly inform the 
focus of the damage detection frameworks which were developed in T5.4.  
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2 Methodology 
In this chapter, a description is given of the different disaster scenarios which were 
considered, based on the use-cases defined in D2.2 and the disaster scenarios described 
in D5.1. Secondly, a description is given of the different EO platforms that will be used 
in the PANOPTIS framework. Finally, a description is given of the damage detection 
frameworks that were developed to detect damages in these specific disaster scenarios 
using these specific EO platforms.  

2.1 Disaster scenarios and definitions 
It was necessary to first define disasters and its accompanying damages, before novel 
methodologies for damage detection could be developed. Therefore, the general 
definition of disasters is defined, hazards and disaster damages. Next, the disasters and 
damages that can be found in the pilot site in Spain and Greece are characterized. 
A disasters is defined by the UNISDR as “A serious disruption of the functioning of a 
community or a society at any scale due to hazardous events interacting with conditions 
of exposure, vulnerability and capacity, leading to one or more of the following: human, 
material, economic and environmental losses and impacts.”1 Using this definition, we 
can characterize a disaster as an extreme event, with a large intensity, of limited 
duration, occurring at a specific spatial location. There are several disaster types such 
as natural, human-induces or technological hazards. PANOPTIS mainly considers 
natural hazards such as meteorological (floods, heat waves, strong winds) or 
geomorphological (earthquakes or landslides) hazards. Nonetheless, we should note 
that the genesis of disasters is usually the result of the complex dynamics between 
physical and human systems. For example, natural hazards, such as extreme rainfall 
might induce a landslide event but human excavation activities might have also 
increased the vulnerability of the slope to extreme rainfall events. It is important to 
establish the difference between hazards and disasters. Hazards is used to indicate that 
there are conditions that may lead to a hazard event in a specific region. A risk may 
exist if in the same region where the hazard exist, vulnerable elements are present. 
Disasters are the manifestation of the risk (Figure 1). In an uninhabited area, a hazard 
might never result in a disaster, because no vulnerable elements are present. Disaster 
damage is defined by the UNISDR as something that “occurs during and immediately 
after the disaster. This is usually measured in physical units (e.g., square meters of 
housing, kilometres of roads, etc.), and describes the total or partial destruction of 
physical assets, the disruption of basic services and damages to sources of livelihood in 
the affected area.”1 Using this definition, we can characterize disaster damage as 
something that causes serious disruptions to societal and economical services and 
which requires the intervention of humans to be solved.  
 

                                                 
1 https://www.undrr.org/terminology/disaster 
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Figure 1. Interaction between hazard, vulnerability, disk and disaster (Westen, 2009). 
 
In D2.1, ACCI and EOAE have described which hazards exist in the Spanish and Greek 
pilot site and how different road infrastructure elements are vulnerable to these hazards. 
In summary, the main risks in the Spanish pilot site are related to extreme rainfall events 
that lead to slope instabilities or landslide events. The main risks in the Greek pilot site 
are related to earthquakes and extreme rainfall events. Earthquakes might induce 
physical deformation and damages to the road infrastructure, including bridges, tunnels 
and overpasses. Moreover, earthquakes and extreme rainfall events might trigger 
landslides. For a detailed overview on the user needs of ACCI and EOAE, please refer 
to2. 
Table 1 shows an overview of the two main disaster scenarios which were considered 
in this task. For each of these disaster scenarios, the genesis and the indicators of pre- 
and post-disaster damage are described. Describing what sign of pre-disaster may exist 
is important because it points to impending damages in case of a disaster event. This 
information could be used to assess the vulnerability of the elements at risk. The 
detection of pre-disaster damaged, falls under routine damage detection methodologies 
(D5.3). For example, deformation and cracks on the road surface or the tilting of road 
furniture is likely to be picked up in routine monitoring activities. However, pre-disaster 
damage partly also belongs to dedicated post-disaster monitoring activities because new 
damages may have emerged during the last event which could point to an increased 
vulnerability to subsequent events.  
 
Natural Hazard  Element at risk Signs of pre-

disaster damage 
Sign of post-
disaster damage 

Landslide (induced 
by extreme 
precipitation, rapid 
snowmelt or 
earthquakes) 

Main road 
infrastructure and 
road furniture 

- Deformation of 
road surface 
- Tilting of road 
furniture 
- Slope erosion or 
tilting 

-Washed away 
road segments 
-Washed away 
road furniture 

Earthquakes Main road 
infrastructure and 
road furniture 

None - Large cracks on 
road segments 
- Collapsed road 
furniture or road 
structures (bridges, 
tunnels) 

Table 1. List of disaster scenarios considered in T5.4. 
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It should be noted that disasters which have not been considered as a use case in D2.2 
might still occur in the pilot areas. Therefore, the list of scenarios and damages 
presented in Table 1 are not exhaustive. Other disasters for example might include 
technological disasters (chemical spill, car crashes) or other natural disasters (wildfires, 
floods). The novel damage detection methodologies presented in section 2.3, make the 
assumption that damages are deviations from normal. Therefore, they are able to detect 
the damages which are not explicitly listed in Table 1. More on these damage detection 
methodologies can be found in section 2.3. 

2.2 Earth Observation platforms 
Where D5.1 conceptualized the usage of different EO platforms, while considering the 
inherent functional and technical limitations, D5.4 takes this framework a step further 
by narrowing it down to the specific platforms that will be used for the PANOPTIS 
project, and specifically, for post-disaster damage mapping.  
Before continuing into this section, it is important to refresh information produced in 
D5.1. This deliverable described how different elements in the road corridor can be best 
monitored using a specific platform. See for example Figure 2. Category A, the road 
surface, should be monitored using a vehicle or a UAV. Category B, elements adjacent 
to the main infrastructure, should be monitored using the same tools. Finally, category 
C, the areas further removed from the main infrastructure should be monitored using a 
UAV or satellite data.  This definition of road corridor categories is also used in D5.4. 
Additionally, D5.1 lists the technical and functional limitations of different platforms 
and sensors. These limitations have also played a role in D5.4 in the context of post-
disaster damage mapping. They will be explained in the next sections. For detailed 
information, refer to D5.1, which is publicly available on CORDIS2. 

                                                 
2 D5.1: https://cordis.europa.eu/project/id/769129/results 
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2.2.1 Unmanned Aerial Vehicles 
Vertical Technologies hybrid UAV, DeltaQuad3, will be used for post-disaster damage 
mapping (Figure 3). A hybrid UAV is a combination between a vertical take-off and 
landing (VTOL) UAV and a fixed wing UAV. It has therefore rotors, like a VTOL, and 
wings, like a fixed wing. The advantage of such an UAV is that it can be deployed from 
a small area, which is often the case in road monitoring scenarios. Moreover, it has 
stamina to fly long distances, which means it can efficiently follow long linear stretches, 
such as road infrastructures. Finally, the DeltaQuad can switch between fixed wing and 

                                                 
3 https://www.deltaquad.com/ 

Figure 2. Different monitoring scales in the road corridor. Red= main RI (Category A), 
Blue=Elements of interest within the road corridor (Category B), Green=Road corridor 
(Category C) 1.  

A 

B 

C 
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VTOL mode, meaning that it can inspect linear and flat structures (road surfaces), as 
well as vertical structures such as slopes, bridges or other structures in the vertical 
direction. The main disadvantage of the DeltaQuad is that it has, just like other fixed 
wing UAVs a limited payload capacity of 1.2 kg. For this reason, only one optical 
camera (Sensefly S.O.D.A4) is installed. More technical specifications and functional 
limitations can be found in Table 2. 
Specific alterations were made to the DeltaQuad to adopt the UAV for road 
infrastructure monitoring. First, alterations to the camera’s viewing angle had to be 
made. Ideally, the road surface is monitored using nadir view. However, legal 
restrictions require UAVs to fly alongside road infrastructures to prevent dangerous 
situations for road users. Therefore, oblique view is necessary because it allows the 
UAV to monitor the roads surface in an oblique angle. A 30 degree Styrofoam gimbal 
was created customized to obtain oblique view while flying approximately 120 m high 
and 50 m alongside the road. Secondly, an on board computing device is installed which 
allows for 1) near real-time image processing, and 2) near real-time data transfer to the 
Ground Control Station (GCS).  
Traditionally, UAV data are retrieved and analyzed when the UAV returns to the 
ground to avoid the saturation of the data link. However, a hybrid UAV can fly a 
maximum time of 110 minutes. Since quick information retrieval if essential for 
efficient and rapid response times in dire situations, waiting is not an option. Data 
retrieved by the on board computer can be analyzed using the on board unit and only 
the useful information can be transferred to the GCS using a 4G connection. The on- 
board computing device is a NVIDIA Jetson TX25. Technical specifications are listed 
in Table 3. Because the Jetson TX2 contains GPU cores, it is not only able to do simple 
image processing, but also advanced deep learning on the retrieved images. The Jetson 
TX2 module is installed on a Connect Tech Inc.’s (CTI) Orbitty Carrier and 
safeguarded in a CTI OrbittyBox 6 (Figure 4). As a final alteration, the autopilot is 
installed in such a way, that it operates from the Jetson TX2. Figure 5 shows the final 
configuration of the DeltaQuad in combination with the external hardware components.  
 
 

                                                 
4 https://www.sensefly.com/camera/sensefly-soda-photogrammetry-camera/  
5 https://developer.nvidia.com/embedded/jetson-tx2  
6 http://connecttech.com/product/orbitty-carrier-for-nvidia-jetson-tx2-tx1/ 
  http://connecttech.com/product/orbittybox/  

https://www.sensefly.com/camera/sensefly-soda-photogrammetry-camera/
https://developer.nvidia.com/embedded/jetson-tx2
http://connecttech.com/product/orbitty-carrier-for-nvidia-jetson-tx2-tx1/
http://connecttech.com/product/orbittybox/
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Figure 3. Vertical Technologies DeltaQuad. 
 
 

 
 
 

 
Figure 4. Jetson TX2 integrated with the Orbitty carrier board and the OrbittyBox. 
 

                                                 
7 Maximum Take Off Weight  
8 https://www.deltaquad.com/resources/technical-specifications/  

Technical specifications Functional limitations 
Wingspan 
Length 
Cruise speed 
Sensor  
 
Flight control 

235 cm 
90 cm 
60 km/h 
Sensefly S.O.D.A 
camera (20MP) 
PX4 Professional 
Autopilot 

MTOW7 
Temp. range 
Max. payload 
Max. flight 
time 
Min. transition 
wind speed 
Weather 
 

6 kg 
-20 to 40 ℃ 
1 kg 
110 min 
 
33 km/h 
 
drizzle 

Table 2. Technical and functional limitations of Vertical Technologies hybrid UAV: 
DeltaQuad8.  

https://www.deltaquad.com/resources/technical-specifications/
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GPU  256-core NVIDIA Pascal™ GPU architecture with 256 NVIDIA 
CUDA cores 

CPU  Dual-Core NVIDIA Denver 2 64-Bit CPU  
Quad-Core ARM® Cortex®-A57 MPCore  

Memory  8GB 128-bit LPDDR4 Memory  
1866 MHx - 59.7 GB/s  

Storage  32GB eMMC 5.1  
Power  7.5W / 15W  

GPU  256-core NVIDIA Pascal™ GPU architecture with 256 NVIDIA 
CUDA cores 

CPU  Dual-Core NVIDIA Denver 2 64-Bit CPU  
Quad-Core ARM® Cortex®-A57 MPCore  

Table 3. Specifications of NVIDIA's Jetson TX29. 
 
 

 
Figure 5. DeltaQuad integrated with external hardware components. 
 
The novelty of the hybrid UAV’s implementation as described above, lies in two main 
aspects: 
 

1) Real-time mapping and scene understanding of the acquired images 
In the photogrammetric domain, some other examples of real-time mapping have been 
implemented on UAV platforms with the aim of delivering real-time image orientation 
and rough orthophoto generation (Bu et al., 2016; Hein et al., 2019; Hinzmann et al., 
2018; Zhou, 2009). However, these methods aim at delivering consistent maps leaving 
the interpretation of the generate maps to human operators on the ground. Typically, 

                                                 
9 https://developer.nvidia.com/embedded/jetson-tx2  

https://developer.nvidia.com/embedded/jetson-tx2
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this phase of analysis happened after the landing of the UAV. As already mentioned 
this is incompatible with the information needs in post-disaster scenarios.  
The hype of deep learning has been recently pushed by the development of efficient 
GPU able to process complex neural networks in short time. Beside the adoption of 
GPU installed on powerful workstations, miniaturized solutions have been developed 
to process data on the edge (i.e. close to the sensor), like the TX2 adopted in this project, 
to prevent problems due to limited or absent connection in “field” applications. 
Examples of these methods can be currently found in road monitoring (Fan et al., 2019), 
emergency management (Tijtgat et al., 2017), vehicle detection (Azimi, 2018; Wu et 
al., 2019) and multiple object tracking (Hossain and Lee, 2019).  
 

2) Use of an hybrid (VTOL) platform combining advantages of fixed wing and 
rotor UAV 

PANOPTIS’ usage of a hybrid UAV for road infrastructure monitoring is unique. Never 
before could a single UAV perform multiple monitoring tasks (vertical and horizontal 
inspections) in a single flight, in both routine and post-disaster scenarios. Moreover, 
the configuration of the DeltaQuad is unique and specifically optimized for road 
infrastructure monitoring. To our knowledge, this is the first UAV system that is able 
to deploy advanced deep learning damage detection frameworks, on board and in semi 
real-time. Additionally, it is one of the first to wire monitoring information to the 
ground in semi-real time. Overall, this platform is one of the most advanced road 
infrastructure monitoring platforms. Experiments and tests were devised and executed 
to investigate and benchmark its performance in practice (See section 3.1).  
 
The novelties describes above can be utilized by road operators in practice and provide 
various benefits. For example, a post-disaster monitoring scenario could consist of two 
objectives: generic monitoring and detailed monitoring. The first objective is to carry 
out generic road corridor monitoring to locate disaster induced damages or anomalies 
that might cause dangerous situations for road users. Problematically, the location of 
these damages are unknown and might be located on horizontally (road surface) or 
vertically (slopes, bridges, etc.) oriented objects. Traditionally, to inspect both of these 
elements, a VTOL and a fixed wing is required. However, the hybrid UAVs flight plan 
can be defined such that both elements can be inspected in a single flight. The road 
operator would have to spend less time to achieve the same monitoring goal in a 
situation where time is critical. The second objective is to carry out detailed inspection 
(identification and quantification) of the located damages and anomalies to characterize 
the damages and to allocate recovery resources. Traditionally, areas of interest (those 
that contain damages or anomalies) need to be selected after analysing the data from 
the generic monitoring flight and a new flight plan needs to be constructed and carried 
out. Because of the hybrid UAVs on board processing capabilities, these areas can be 
selected while in flight. Meanwhile, the flight plan can be updated such that it includes 
these areas. Again, because of its VTOL and fixed wing capabilities, it can handle both 
areas of interest in the vertical as in the horizontal direction. Finally, because of the on-
board processing capabilities, the damages can be identified and quantified on the fly. 
This information can be streamed to the ground and reach the road operators in semi 
real-time. In conclusion, the hybrid UAVs ability to inspect multiple elements in a 
single flight, to update flight plans and to extract and disseminate information in real-
time will save road operators time in a critical situation.  
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2.2.2 Satellites 
The satellite imagery used for PANOPTIS post-disaster damage mapping comes from 
the Pléiades satellite constellation. The specifications of this constellation can be found 
in Table 4. It consists of two twin-satellites that operate in the same orbit at an offset of 
180° (Figure 6). This unique configuration allows them to revisit the same place on 
earth daily, making it suitable for emergency response or daily change detection (Figure 
7). The satellite has multiple spectral bands: Red, Green, Blue, Panchromatic and Near 
Infrared (NIR). The NIR band allow for the creation of Normalized Difference 
Vegetation Index (NDVI) maps, which shows the intensity of green vegetation on the 
surface. The Ground Sampling Distance (GSD) is, depending on the viewing angle, 
between 70 and 100 cm. This makes the satellite image not suitable for the detection of 
damages that are smaller than the GSD. However, it makes them suitable for the 
detection of damages induced by post-disaster events such as floods, landslides or 
earthquakes. 
As is described in D5.2 (“Transportable Ground Control Station”)2, within the 
PANOPTIS project, Pléiades satellite imagery is retrieved by the Transportable Ground 
Control Station (TGCS). In post-disaster events, most recent satellite imagery are 
collected to allow for change detection. For details on the TGCS, refer to D5.2.  
In this deliverable the usage and practicality of using satellite imagery to detect post-
disaster damages is investigated. Therefore, experiments and tests are formulated and 
executed (See section 3.2).  
 
Number of Satellites  2 -- Pléiades 1A and Pléiades 1B  
Altitude  694km  
Type  Sun-synchronous, 10:30 AM descending 

node  
Period  98.79 minutes  
Inclination  98.2°  
Cycle  26 days  
Optical System  The telescope is a Korsch type 

combination with 65cm aperture 
diameter, focal length of 12.905m, f/20, 
TMA optics  

Spectral Bands  Pan: 0.47-0.83 μm; Blue = 0.43-0.55 μm, 
Green = 0.50-0.62 μm, Red = 0.59-0.71 
μm, Near Infrared = 0.74-0.94 μm (NIR)  

Ground Sampling Distance (nadir)  Panchromatic: 0.7m; Multispectral: 2.8m  
Product Resolution  Panchromatic: 0.5m; Multispectral: 2.0m  
Swath Width  20km at nadir  
Viewing Angle  Standard: +/- 30°; Maximum: +/- 47°  
Revisit Frequency, using Both Pléiades 
1A & 1B  

 
• with +/- 30° viewing angle, 1.3 days and 
better above 40° latitude, 1.7 days at 
equator;  
• with +/- 45° viewing angle, daily revisit 
of any point on the globe  
 

Acquisition Capability  450 segments/day (up to 600) – relying 
on the two main receiving stations, 
Toulouse (France) and Kiruna (Sweden)  
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Mission Lifetime  Minimum of 5 years with an estimated 
life of more than 10 years. 

Table 4. Pléiades constellation specifications (Coeurdevey and Gabriel-Robez, 2012). 
 

 
Figure 6. Pléiades satellite constellation (Coeurdevey and Gabriel-Robez, 2012). 
 

 
Figure 7. "Pléiades 1A & 1B Combined corridor of visibility for the same day" (Coeurdevey 
and Gabriel-Robez, 2012). 

2.3 Damage detection frameworks 
This section describes which different damage detection frameworks are used to detect 
post-disaster damages. These frameworks are categorized into deep learning or image 
processing frameworks.  

2.3.1 Deep learning 
The origin, usage and types of deep learning frameworks have been described in depth 
in D5.1. For clarities sake, a short recap will be given here. For a detailed description 
refer to D5.12. 
Deep learning is a framework that originates from the computer science field. It aims 
to learn computers to perform equally well as humans in tasks that often requires human 
understanding. Since its emergence, it has transcended into other fields in science such 
as the medical field, geo-information science, the automotive industry and more. The 
main advantage of deep learning compared to machine learning or other classification 
algorithms is that features can be learned instead of being manually configured.  
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A standard deep learning framework is called a neural network or a Fully Connected 
Network (FCN). It consists of neurons which are organized in layers. Multiple layers 
can be placed after each other. The first input layer consists of data. The output layer 
consists of predictions which are represented as probabilities. A deep learning 
framework traditionally learns from training data which consists of data sample and 
input pairs. The error, or the loss, of the predictions can be calculated using the input 
ground truth data labels. This error-information is send back to the neurons in a process 
called “backpropagation”. By performing multiple iterations the error (loss) of the task 
converges to a local minimum, meaning that the network is done training. The 
performance of a deep learning model depends on several factors. Amongst others, 
these include the quality of the input data, the number of layers in the network or 
neurons in a layer or the settings of multiple hyper-parameters. 
Computer vision is a sub-field of deep learning where an understanding is aimed to be 
generated by abstracting visual objects (images or 3D point clouds) into feature maps 
before feeding them into a FCN. The strength of computer vision lies in the 
Convolutional Neural Layer and the Pooling layer. These layers retain and reduce the 
information in the original image, allowing for efficient information distillation without 
increasing the processing time needed. Because of its characteristics, a typical computer 
vision FCN is called a Convolutional Neural Net (CNN). An example of a basic CNN 
can be found in Figure 8. 
 

 
Figure 8. Basic structure of a Convolutional Neural Net (Modarres et al., 2018). 
 
 

2.3.1.1 Anomaly detecting Generative Adversarial Networks (GANs) 
For post-disaster damage mapping, an anomaly detection CNN is used which has 
properties making it especially suitable for damage detection.  
The anomaly detection CNN is an anomaly detecting Generative Adversarial Network 
(GAN).  
Compared to many other remote sensing applications, where datasets are abundant, an 
additional challenge of damage identification is the limited number of publicly 
available large repositories tailored to emergency mapping to allow the training and 
testing of new solutions. In this regard, the number of companies or independent 
surveyors collecting data on disaster areas have grown substantially in recent years, but 
only few datasets are publicly available. Those are then limited to a specific data 
resolution (“Digitalglobe - Open data for disaster response,” 2019) or a few test cases 
(“OpenAerialMap,” 2019), and are thus often insufficient for a successful use of CNN 
for this task. Also on those rather clear cases, post-disaster damage identification is still 
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not a trivial task. The high variability in spatial and spectral resolution, the even larger 
variability in the image quality resulting from the different sensors, off-nadir angles and 
environmental conditions (i.e., haze, sub-optimal illumination, etc.) represent a main 
challenge in the implementation of efficient and robust algorithms for damage 
detection. Additionally, damages look completely different according to the type of 
road infrastructure element they belong to: each element is characterised by different 
features and patterns when captured in an image. 
Among the different typologies of CNN, GAN has the advantage of efficiently facing 
the lack of training sample problem, by learning only the distribution of healthy scenes, 
unhealthy scenes are difficult to approximate, which then serves as a measure of degree 
of anomaly.  
Considering the above, the main advantages of anomaly detecting GANs are that 1) 
they do not require any explicitly labelled training data but apart from data of healthy 
scenes, which are present in abundance, 2) they are adept in recognizing the never 
before seen damage, and 3) this method can be transferred to different geospatial 
locations or typologies of damages (Akçay et al., 2018). These advantages alleviate the 
issues related to training data mentioned before. A limitation of anomaly detecting 
GANs is that they are not capable in differentiating between types of anomalies. 
However, we believe that the benefit of not needing labelled training data, outweighs 
the lack of descriptive labels. 
GANs have been proposed by Goodfellow et al. (2014) as a method for data generation. 
It consists of two CNNs. A Generator and a Discriminator. The Generator attempts to 
create falsification of the input images by learning the distribution of the input images. 
The Discriminator aims to distinguish the false images from the real input images. Both 
models improve in conjunction over time. The GAN has stopped training when the 
Discriminator consistently gives the right answer at a 50% chance.  
There are many improvements made to the traditional GAN. Unlike for traditional 
CNNs, the loss of a Discriminator is not aimed to be at its minimum. Therefore, the 
optimization function is much more complex, and the training process subject to typical 
problems. Different authors have proposed to improve several of these problems. For 
example Arjovsky et al. (2017) who have proposed to use a different loss function using 
the Wasserstein Distance.  
Besides for data augmentation or generation, GANs are being used in creative ways, 
such as for art or fashion (Isola et al., 2017). GANs are also being used for anomaly 
detection (Akçay et al., 2018; Schlegl et al., 2019). They make use of the principle that 
damages in general, are a deviation from normal. Most of the time, and in most spatial 
locations, road infrasturctures are healthy. A damage is therefore an anomaly. Anomaly 
detecting GANs make use of the concept to train it only to replicate and recognize 
images which are free from defects or damages. After training, once an image with a 
defects or damage is being passed to the network, the generator fails to recreate this 
image. The distance between the input image and the replicated image serves as the 
degree of anomaly of the input image. The main advantage of this framework is that no 
explictly labelled training data is required which is often scarce. Moreover, because 
anything deviating from normal is likely to result in high anomaly scores, even signs of 
damages which get overlooked by humans, is likley to be picked up. 
 
Like stated before, anomaly detecting GANs are only trained on non-anomalous images 
(xnormal) with probability pdata-normal. During inference, whenever an anomalous image 
coming from probability pdata-abnormal is fed to the Generator, it is expected that the 
Generator will fail to construct a realistic sample xg and thus that pg is far removed from 
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pdata-normal. In contrast, if the input image came from pdata-normal, the distances are 
expected to be low. This distance can be used to score the degree of anomalousness. 
Using a threshold criteria (φ), these distances can be used to classify and quantify 
anomalies. There are several ways to calculate the distance that leads to an anomaly 
score. For example, we can calculate the distance between the generated image (xg) and 
input image (x) or the distance between distribution pg and pdata-normal, which is the 
Wasserstein distance (Arjovsky et al., 2017; Goodfellow et al., 2014). 
AnoGAN was one of the first unsupervised deep convolutional generative adversarial 
nets (DCGANs), created to detect anomalies in retina images (Schlegl et al., 2017). It 
consists of a single encoder as the Generator and a single decoder for the Discriminator. 
Anomalies were identified using the residual distance and the discriminator loss, 
reaching precision and recall scores of 0.88 and 0.73, respectively. F-AnoGAN builds 
on the latter framework (Schlegl et al., 2019). It uses the same CNN architecture for the 
Discriminator and Generator, however now the Discriminator makes use of the 
Wasserstein distance. In addition, an encoder was trained seperately to learn the 
mapping from image to latent space, with the sole purpose of speeding up inference 
time. Schlegl et al. (2019) experimented with different loss functions to train the 
encoder and found that the best loss function yielded a precision of 0.79, performing 
slightly better than AnoGAN.  
Efficient Gan Based Anomaly Detection (EGBAD) makes use of the AnoGAN 
structure; however, it now employs bidirectional learning to train the Encoder 
simultanuously with the Generator and Discriminator (Zenati et al., 2018). This way, 
the mapping of image to latent-space and vice versa is learned in a single step, 
improving on runtime. Higher precision, recall and F1 scores were obtained using this 
method compared to AnoGAN. 
GANomaly was developed by Akcay et al. (2018).  The Generator consists of a standard 
auto-encoder and the Discriminator of a standard encoder network, similar to what has 
been described in 2.2. Unique to this framework is the third encoder network, whose 
aim is to map the generated image to feature space  �̂�𝑧 in order to implement a loss 
function which minimizes the distance between �̂�𝑧 and 𝑧𝑧. GANomaly was tested on x-
rays of lugage where firearms or weapons were the anomaly class. The False Positive 
Rate (FPR) and True Positive Rate (TPR) were used to calculate the Area under the 
Receiver Operator Curve (AUC). GANomaly yielded higher AUC scores compared to 
AnoGAN. It achieved the lowest runtime compared to AnoGAN and EGBAD.  
Skip-GANomaly builds on GANomaly. In Skip-GANomaly the Generator is replaced 
by a skip-connected encoder-decoder framework (U-net) (Akçay et al., 2019; 
Ronneberger et al., 2015). Features from the encoder layers are copied and concatenated 
to features in the sibling layers in the decoder. Therefore, information from varying 
resolutions is retained in subsequent convolutional layers in de decoder, yielding a high 
quality output image. Skip-GANomaly yielded impressive results and outperformed 
GANomaly, AnoGAN and EGBAD on the CIFAR10 and the firearms and weapons 
dataset. Considering these results, the state-of-the-art GANomaly and Skip-GANomaly  
have been evaluated for its ability to detect post-disaster road corridor damage. Details 
on the experiments and the results can be found in section 3.1.1. 
 
The architectures of GANomaly and Skip-GANomaly are described in Akcay et al. 
(2018) and Akçay et al. (2019). The loss function of both GANomaly and Skip-
GANomaly are defined by three different loss functions: the adversarial loss, the 
contextual loss and the latent loss. Latent loss is also being called the encoder loss in 
Akcay et al. (2018). The adversarial loss steers the Generator to create realistic images 
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that will fool the discriminator (Eq. 4). The contextual loss steers the Generator to not 
only create images that will fool the Discriminator, but to create images that are 
contextually sound. To this end, the input and generated images are compared at pixel 
level (Eq. 5).  The latent loss steers the encoders inside the Generator and Discriminator 
to construct robust latent representations of the input and generated image (Eq. 6).  
 
 𝐿𝐿𝑎𝑎𝑎𝑎𝑎𝑎‖𝑓𝑓(𝑥𝑥) − 𝑓𝑓(𝑥𝑥�)‖2 (4) 
where, 𝑓𝑓(. ) =  𝔼𝔼𝑥𝑥~𝑝𝑝𝑥𝑥 [log𝐷𝐷(. )]  
 𝐿𝐿𝑐𝑐𝑐𝑐𝑐𝑐 =  ‖𝑥𝑥 − 𝑥𝑥�‖1 (5)  
 𝐿𝐿𝑙𝑙𝑎𝑎𝑙𝑙𝐿𝐿𝑙𝑙𝑎𝑎𝑙𝑙 = ‖𝑧𝑧 − �̂�𝑧‖2 (6) 

The overall objective function is defined by: 
 
 𝐿𝐿 = 𝑤𝑤𝑎𝑎𝑎𝑎𝑎𝑎𝐿𝐿𝑎𝑎𝑎𝑎𝑎𝑎 +  𝑤𝑤𝑐𝑐𝑐𝑐𝑐𝑐𝐿𝐿𝑐𝑐𝑐𝑐𝑐𝑐 +  𝑤𝑤𝑙𝑙𝑎𝑎𝑙𝑙𝐿𝐿𝑙𝑙𝑎𝑎𝑙𝑙 

 
 

Where 𝑤𝑤𝑎𝑎𝑎𝑎𝑎𝑎 ,𝑤𝑤𝑐𝑐𝑐𝑐𝑐𝑐 and 𝑤𝑤𝑙𝑙𝑎𝑎𝑙𝑙 are weights that control the influence of the individual 
losses to the objective function.  
 
The intersection between the distribution of anomaly scores of normal and abnormal 
samples was found to determine the threshold criterion. This criterion is used to classify 
the test-samples into either normal or abnormal (Akçay et al., 2018). By plotting the 
histograms of both distributions, this threshold could be visualized. Ideally, the 
distributions are non-overlapping, meaning that both anomalies and normal samples are 
well distinguishable. The distributions can therefore serve as a measure of descriptive 
success. 
 
Performance metrics that were considered include Recall, Precision, Accuracy, and F1-
score (Eq. 9-12). 
 

 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 =  
𝑡𝑡𝑡𝑡

𝑡𝑡𝑡𝑡 + 𝑓𝑓𝑓𝑓
 (9) 

 𝑃𝑃𝑃𝑃𝑅𝑅𝑅𝑅𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑓𝑓 =  
𝑡𝑡𝑡𝑡

𝑡𝑡𝑡𝑡 + 𝑓𝑓𝑡𝑡
 (10) 

 𝐴𝐴𝑅𝑅𝑅𝑅𝐴𝐴𝑃𝑃𝑅𝑅𝑅𝑅𝐴𝐴 =
𝑡𝑡𝑡𝑡 + 𝑡𝑡𝑓𝑓

𝑡𝑡𝑡𝑡 + 𝑓𝑓𝑓𝑓 + 𝑓𝑓𝑡𝑡 + 𝑓𝑓𝑓𝑓
 (11) 

 𝐹𝐹1 =
2𝑡𝑡𝑡𝑡

2𝑡𝑡𝑡𝑡 + 𝑓𝑓𝑡𝑡 + 𝑓𝑓𝑓𝑓
 (12) 

Where, tp is the number of true positives, tn is the number of true negatives, fp is the 
number of false positives and fn is the number of false negatives.  
Recall was deemed most important since it is an indicator of how many of the total 
damages were actually retrieved. However, precision should also be considered, since 
it is an indicator of how many of the positive samples were actually damages. In 
addition, AUC was calculated to allow comparison with other anomaly detecting 
GANs.  
 

2.4 Disaster context provision framework 
Within PANOPTIS, the aim is to generate a holistic understanding of damages induced 
by disaster events. This aim can be achieved by not only monitoring the main road 
infrastructure, but also the adjacent areas which may affect it directly or indirectly.  
Using satellite imagery damages that are at first only perceivable from the main 
infrastructure can now be placed in context. By providing road operators the “complete 
picture”, mitigation measures are likely more effective then when this information is 
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not available. For D5.4, we demonstrate the workflow for how to create several of such 
information layers, which would serve road operators in the case of a flood event.  
In particular, we show how to create watershed and stream network information maps. 
A watershed is a basin in which all water and precipitation drains into a common outlet 
or stream. The watershed map can be used to estimate which areas are susceptible to 
high water levels in case of extreme precipitation events. In case of perceived high 
water levels, or floods, the watershed could help in assessing from which area the 
excess water is originating from. To create a watershed map, a Digital Elevation Model 
(DEM) is required. A DEM represents the actual height spatial locations. A DEM can 
be obtained from (free) sources such as ASTER DEM10, WorldDEM11 or 
Coopernicus12. The difference in DEM lays in the spatial resolution or the return period 
of the satellite. The workflow to create watershed and stream information maps, is 
depicted in Figure 9. The procedures Fill, Flow direction, Basin, Flow accumulation 
and Map Algebra depicted in Figure 9 are specific operations for ArcMap, which is a 
commercial Geographic Information System. However, these operations can also be 
found in non-commercial free software such as ILWIS13, or QGIS14.  

 
Figure 9. Watershed and stream network analysis workflow in ArcGIS. 
  

                                                 
10 https://lpdaac.usgs.gov/about/ 
11 https://worlddem-database.terrasar.com/ 
12 https://land.copernicus.eu/imagery-in-situ/eu-dem 
13 https://www.itc.nl/ilwis/ 
14 https://qgis.org/nl/site/ 



Deliverable D5.4  Version 1.0 Date29/05/2020  
 23  

3 Experiments 
This chapter describes the experiments which were devised in order to test the ability 
of the previously described EO platforms and damage detection frameworks. These 
experiments allow us to move from the conceptual post-disaster monitoring framework 
as described in D5.1, towards an operational framework where practical limitations and 
abilities are considered. The new post-disaster monitoring framework is described in 
Chapter 4. 

3.1 Hybrid UAV 
Two series of experiments were executed to test the capabilities of the hybrid UAV for 
post-disaster damage detection capabilities. The first series investigated the ability of 
anomaly detecting GANs to detect post-disaster damages from UAV imagery. The 
second series of experiments aimed to benchmark the functional specifications of the 
hybrid UAV in order to assess its suitability for post-disaster damage detection.  
In the first series of experiments, it was investigated whether post-disaster road 
infrastructure damages and anomalies could be identified from UAV imagery using 
anomaly detection GANs, which were introduced in Section 2.3.1.1. Experiment 1A 
intended to validate the concept of using anomaly detecting GANs for post-disaster 
damage detection without using real imagery from the pilot use case but instead 
building damages. Experiment 1B aimed to extrapolate the concept to the road 
infrastructure domain by using actual UAV imagery from road corridors. Because post-
disaster damages could not be fabricated, as a proxy, we aimed to detect debris and cars 
on the road surface. These objects could be artificially placed on the scene during test 
flights (see Section 3.1.2). 
 
Editorial note: Due to the Covid-19 pandemic and the accompanying restrictions, experiment 
1B, 2A and 2B could not be executed. In subsequent sections, their experimental setup will 
be described however their results will be published in D5.4 version 2.0. 

3.1.1 Experiment 1A: Post-disaster damage and anomaly detection using 
anomaly-detecting GANs using an urban aerial imagery dataset.  

 
Experiment 1A was executed using the “Buildings” dataset. It consists of patches of 
80x80, which were manually extracted from a collection of aerial imagery (Figure 10). 
Several images represent healthy urban scenes in Europe, while others represent post-
earthquake urban scenes in New Zealand, Italy and Haiti (Nex et al., 2019). Damages 
consist of collapsed buildings, or damaged roofs and facades. Patches were manually 
drawn, extracted and labelled. The dataset was treated using various levels of pre-
processing to investigate the performance of the proposed method. Table 5 describes 
the datasets that are used for experiment 1A. In Buildings 2 (B2), shadows and 
vegetation are removed using Equation 1 and 2. In Buildings 3 (B3), only vegetation 
was removed. In Buildings 4 (B4), shadows were removed. In Buildings 5 (B5) both 
vegetation and shadows were removed similar to B2, only this time higher threshold 
values were used. 
For all datasets, the undamaged patches were split in 80/20 train and test set. As 
mentioned in section 2.3.1.1, only undamaged patches are used for model development. 
The undamaged patches in the test dataset in combination with all the damaged patches 
are used for evaluation. 
 𝑆𝑆𝑆𝑆 =  �(256 − 𝐵𝐵2) ∗ (256 − 𝐵𝐵3) (1) 
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 𝐺𝐺𝑅𝑅𝐺𝐺𝑆𝑆 =  
𝜌𝜌𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑐𝑐 −  𝜌𝜌𝑔𝑔𝑔𝑔𝑎𝑎
𝜌𝜌𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑐𝑐 +  𝜌𝜌𝑔𝑔𝑔𝑔𝑎𝑎

 (2) 

 

 
Figure 10. Example of damaged and undamaged samples within the Buildings dataset. 
 
Dataset Description # undamaged  patches # damaged 

patches 
B Original buildings 

dataset 
430.475 3.113 

B2 No vegetation or 
shadows (strict) 

12.830 575 

B2_grey No vegetation or 
shadows (strict) in 
greyscale 

12.830 575 

B3 No vegetation 55.509 1.703 
B4 No shadows 62.622 636 
B5 No vegetation or 

shadows (lenient) 
91.126 3.113 

Table 5. Description of the different datasets used in this research plus the number of 
undamaged and damaged patches. 
 
In order to ensure that a model performs optimally for each dataset and each 
architecture, hyper-parameter tuning was required. Hyper-parameters influence how 
fast or how efficient the objective function can be reached. The main parameters tuned 
for Skip-GANomaly were the loss weights (𝑤𝑤𝑎𝑎𝑎𝑎𝑎𝑎,𝑤𝑤𝑐𝑐𝑐𝑐𝑐𝑐 and 𝑤𝑤𝑙𝑙𝑎𝑎𝑙𝑙) and the size of the 
latent vector z. The size of z influences the amount of information retained in z and 
subsequently the encoder loss. In addition, GANomaly was tuned for the number of 
extra layers present in the Generators encoder and decoder. The size of the encoder and 
decoder influences the amount of convolutional layers. The models were trained on a 
single GPU (TITAN XP) and on 16 CPU cores. On average, a model was trained on 
12.000 samples for 10 epochs within 18 hours. During inference, deriving labels of a 
batch containing 64 samples, averaged 4.2 milliseconds. 
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3.1.1.1 Experiment 1A: Results 
 
To evaluate the results of experiment 1A, we inspected the performance metrics, the 
generated images and the anomaly scores distribution.  
The performance metrics are reported in Table 6. The models were selected based on 
the recall-precision trade-off. Practically speaking, we want to retrieve all damaged 
samples, while at the same time not burden first responders or maintenance workers 
with manually eliminating false positives. We therefore value recall over precision. 
Comparing Ganomaly and Skip-Ganomaly, Skip-Ganomaly performed better on all 
metrics with the occasional exception for precision. While Skip-Ganomaly reached 
recall values of up to 0.95, Ganomaly did not reach values higher than 0.86.  This trend 
is in line with findings in Akçay et al. (2019) where AUC values between 0.68 and 0.94 
were found. 
 
 Recall Precision Accuracy F1-score AUC 
GB 
SB 

0.608 
0.686 

0.26 
0.298 

0.857 
0.870 

0.364 
0.416 

0.82 
0.90 

GB2 
SB2 
SB2_grey 

0.863 
0.955 
0.883 

0.92 
0.873 
0.849 

0.937 
0.945 
0.919 

0.89 
0.912 
0.866 

0.98 
0.98 
0.98 

GB3 
SB3 

0.501 
0.775 

0.732 
0.591 

0.838 
0.819 

0.595 
0.671 

0.85 
0.89 

GB4 
SB4 

0.723 
0.951 

0.526 
0.623 

0.913 
0.941 

0.609 
0.753 

0.94 
0.98 

GB5 
SB5 

0.568 
0.814 

0.838 
0.738 

0.860 
0.877 

0.677 
0.774 

0.93 
0.94 

Table 6. Recall, Precision, Accuracy, F1-score and AUC-score for all datasets (denoted 
by subscript) using Ganomaly (G) and Skip-Ganomaly (S).  
 
The generated images are shown in Figure 11. GANomaly consistently failed to 
generate realistic samples. Skip-GANomaly, on the other hand, showed that it is able 
to create fake samples that are indistinguishable from reality. We believe that the skip-
connections in U-net successfully allowed multi-scale information to be passed forward 
to the decoder network.  
Interestingly, despite the inability of GANomaly to generate realistic images, some 
models obtained high performance metrics such as GB2. This can be explained by 
inspecting the distribution of anomaly scores (Figure 12). As explained in section 3.2, 
well distinguishable anomaly distributions can be considered as a measure of 
descriptiveness. Figure 12 shows that the anomaly scores distributions of GB2 are 
largely overlapping. The threshold value of 0.078, which divides abnormal from normal 
samples, can be considered non-descriptive. A majority of the abnormal test samples 
were correctly classified as normal. Consequently, a high tp and low fn value is 
obtained, therefore yielding high recall and precision values. Nonetheless, we conclude 
that the descriptive value of the model is low. In contrast we found that SB2 has a high 
descriptive value (Figure 13). The anomaly distributions are well distinguishable and 
most samples are correctly classified, resulting in high recall and precision values.  
The results showed that building damages were distinctively different from normal. 
However, besides damages, the Buildings dataset did not contain anomalies other than 
damages. Non-damaged anomalies could include: tire-marks, debris or on purpose 
demolished buildings. We argue that would they be present in the dataset, they would 
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also be classified as being anomalous. Therefore, the fp score for damages would 
increase since no distinction is made between damaged or non-damaged anomalies. 
Nonetheless, as discussed in the introduction, we argue that the benefit of not needing 
labelled training data, outweighs the lack of obtaining descriptive labels. Moreover, we 
argue that retrieving non-damaged anomalies still provides information on deviations 
from normal. Future research will focus on anomaly classification, in order to provide 
end-users with more qualitative information about the found anomalies.  
 

 
Figure 11. Real and generated fake images for GANomaly and Skip-GANomaly. 

 

 
Figure 12. Anomaly scores distribution for GB2 

 
Figure 13. Anomaly scores distribution for SB2. 



Deliverable D5.4  Version 1.0 Date29/05/2020  
 27  

In order to evaluate whether anomaly scores were indeed higher on damaged pixels, we 
visualized the pixel level anomaly scores based on a threshold criterion. Two criteria 
were found empirically and set at the second and third quantile.  
Figure 14 shows anomaly segmentations of a damaged Buildings patch. Although no 
clear outline of the damaged sections are found, a higher density of anomaly pixels was 
observed around damaged areas. In the buildings patch, the anomaly density is higher 
in the upper-left corner where a collapsed roof and debris is visible and less dense in 
the lower-right corner where the roof is intact. In the pavement patch, a higher density 
is observed around the crack. This suggests that two of our assumptions are correct. 
The anomaly detecting GAN is less adept in generating damaged images and damaged 
pixels yield higher pixel level anomaly scores than others. The network can not only 
identify, but also locate damages inside images. A disadvantage of this visualization 
method is that the threshold is determined empirically. Future research should focus on 
extracting the threshold automatically instead of setting it manually.  
 

 

 
Figure 14. Anomaly segmentation for a damaged building (top row) and a damaged 
pavement (bottom row). 

3.1.1.2 Experiment 1A: Lessons learned 
Only Skip-GANomaly performed satisfyingly when detecting damages in the buildings 
dataset. GANomaly was consistently not able to find the descriptive features of 
damages and therefore to detect damages. We conclude that the U-net architecture of 
Skip-GANomaly’s Generator plays the largest role in providing good results. 
In order to test the sensitivity of the models against different levels of pre-processing, 
the datasets were pre-processed to reduce the complexity of the datasets. Specifically, 
shadows and vegetation were removed from the Buildings dataset and road markings 
were removed from the GAP dataset. No improvements were visible for the GAP 
dataset. For the Buildings dataset however, reducing its complexity improved recall and 
precision measures. Shadow removal improved performance the most.  
We visualized the spatial location of high pixel level anomaly scores. We found that 
the density of anomalous pixels is higher at damaged locations. This shows that 
anomaly detecting GANs are not only able to identify damages, but also to locate 
damages.  
These results allow us to make practical suggestions for efficient damage detection in 
post-disaster scenarios using anomaly detecting GANs: a model should be trained on 
datasets in which at least shadows are removed. Too heavy pruning might give adverse 
effects. Inference should be done on datasets in which at least some pre-processing has 
been done. Removing shadows is advised as it produces the best results, however this 
comes at the price of not being able to detect damages in shadowed areas. Moreover, 
depending on the size of your training data, training may take a significant amount of 
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time, which might not be available in post-disaster scenarios.  Inference time however 
is fast. Therefore, we suggest to train models in advance, so that inference can be done 
immediately when needed. Finally, we advise end-users to remember that retrieved 
samples can be considered anomalous but not all can be considered damages. 
Finally, this anomaly detection framework can be used in practice by road operators. 
As was explained in Section 2.2.1, the first objective of UAV based post-disaster 
monitoring is to locate damages or anomalies in the road corridor and the second 
objective is to further inspect the areas which contain these objects. The anomaly 
detection framework can be deployed on-board the hybrid UAV. Its output and 
specifically the anomaly segmentation maps can be used to select the areas containing 
anomalies. This info can be used to update the UAVs flight-plan while in flight and 
subsequently to carry out the second monitoring objective. 

3.1.2 Experiment 1B: Post-disaster damage and anomaly detection using 
anomaly-detecting GANs using a road corridor UAV imagery dataset. 

The dataset used for this experiment consists of imagery which will be collected on 
Enschede airport. As explained earlier, objects such as debris and cars will be placed 
on the scene which serve as a proxy for post-disaster damages. The collected dataset 
will be split into a train and test set where the train set contains imagery without the 
objects and where the test set contains both imagery with and without the objects. 
A Skip-GANomaly model was trained on the train dataset and subsequently validated 
on the test dataset. 
The outcome of this experiment will show whether anomaly detecting GANs can be 
used for post-disaster damage detection in the road infrastructure domain.  
 

Editorial note: due to the COVID-19 pandemic, to this date experiment 1B is not executed yet. 
Its results will be published in D5.4 v2.0.  

3.1.3 Experiment 2A:  Flight configurations 
In experiment 2A, we aim to show the possibilities and limitations of different hybrid 
UAV flight configurations. Different flight configuration result in different quality of 
monitoring products and likely in different damage or anomaly detection capabilities. 
Factors to consider include the characteristics of the monitoring target, vertical and 
horizontal distance to target, camera incidence angle, weather conditions, pilot skills or 
the flight mode (fixed wing/VTOL).  
To show the difference in quality of monitoring products and the difference in 
damage/anomaly detection frameworks, four flights will be executed in a constrained 
setting. Table 7 shows the monitoring target and flight configurations for each flight.  
 
 Monitoring target Flying 

height 
(m) 

Horizontal 
distance to 
target (m) 

Flight 1 Object: Car  
Size: 2 x 1.5 m  
Goal 1: Object detection 
Goal 2: object classification 

30 
50 
70 
100 

0 
30 
50 
70 

Flight 2 Object: road surface anomaly (debris and 
damages if present in test-site) 
Size: from 5 cm to 1 m? 
Goal 1: anomaly detection 

30 
50 
70 
100 

0 
30 
50 
70 
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Goal 2: anomaly classification 
Goal 3: anomaly quantification 
 

Flight 3 Object: vertical objects (road furniture) 
Size: from 1 m to 15 m? 
Goal 1: object detection 
Goal 2: object classification 
Goal 3: Object quantification 
(measurement) 

30 
50 
70 
100 

0 
30 
50 
70 

Flight 4 Object: horizontal objects (road surface) + 
vertical objects (road furniture) 
Size: 100 m horizontal/ 1 to 15 m vertical? 
Goal 1: object detection 
Goal 2: object classification 
Goal 3: Object quantification 
(measurement) 

30 
50 
70 
100 

0 
30 
50 
70 

Table 7. Hybrid UAV experiment 1: influence of different flight configurations. Results 
pending. 
 
The experiments will be executed at Enschede airport which serves as a proxy for a 
road corridor; it contains a paved runway with a variety of adjacent objects. Moreover, 
the weather conditions are attempted to be equal throughout the tests to limit damages 
to the UAV, to prevent dangerous situations and most importantly to keep external 
influences to a minimum.  
Editorial note: due to the COVID-19 pandemic, to this date experiment 2A is not executed yet. 
Its results will be published in D5.4 v2.0.  

3.1.3.1 Experiment 2A: Results 
Editorial note: Although experiment 2A has not been executed yet, this section shows what 
information will be retrieved from experiment 2A and how they will be presented. 

Table 8 will show the differences in pixel resolution when executing flights with 
different flight configurations and different monitoring targets. Table 9 will show 
detailed performance metrics for two monitoring targets: debris detection and car 
detection.  
 Flying 

height (m) 
Horizontal 
distance to 
target (m) 

Pixel resolution Monitoring 
targets 

Flight 1 30 
50 
70 
100 

0 
30 
50 
70 

  

Flight 2 30 
50 
70 
100 

0 
30 
50 
70 

  

Flight 3 30 
50 
70 
100 

0 
30 
50 
70 
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Flight 4 30 
50 
70 
100 

0 
30 
50 
70 

  

Table 8. Evaluation of quality of UAV product at different flight configurations. Results 
pending. 
 

 Flying height 
(m) 

Horizontal 
distance to 
target (m) 

Performance 

Accuracy mIoU 

Large debris 
detection 
(Flight 2) 

30 
50 
70 
100 

0 
30 
50 
70 

  

Anomalous 
scenes 
(Flight 1) 

30 
50 
70 
100 

0 
30 
50 
70 

  

Table 9. Performance of detection frameworks at different flight configurations. Results 
pending. 
 

3.1.4 Experiment 2B: On-board real time damage detection.  
In experiment 2B, we will benchmark the performance of on-board damage detection. 
Specifically, we will measure: 1) the time to get from image capture to on board image 
inference and 2) the time it takes to get from image classification to image transfer 
completed on the ground. Specifically, the on-board damage detection framework, 
Skip-GANomaly, developed in experiment 2B, will be used to benchmark image 
inference after they have been optimized for their specific tasks.  
Editorial note: due to the COVID-19 pandemic, to this date experiment 2B is not executed yet. 
Its results will be published in D5.4 v2.0.  

3.1.4.1 Experiment 2B: Results 
Editorial note: Although experiment 2B has not been executed yet, this section shows what 
information will be retrieved from the experiment and how they will be presented. 

Table 10 will show the benchmark results for on-board real time damage detection of 
debris (Flight 2) and cars (Flight 1). 
 

 
Average image 
capture (picture/ 

ms) 

Average on board 
image analysis 
(picture/ ms) 

Average image 
transfer to GCS 

(picture/ms) 
Large debris 
detection  
(Flight 2) 

   

Anomalous 
scenes 
(Flight 1) 

   

Table 10. Benchmark results for on-board real time damage detection of debris and cars. Results 
pending. 
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3.2 Satellite post-disaster damage detection 
In a series of experiments, the usability of satellite imagery obtained from the TGCS 
for post-disaster damage detection is evaluated. In experiment 3A, satellite imagery is 
used to place a locally perceived damage into a larger spatial extent. This experiment 
showed how satellite derived satellite product can provide contextual information in the 
post-disaster response phase. Anomaly detecting GANs showed to be suitable to detect 
damages from aerial imagery (section 3.1.1.1). Large-scale post-disaster damage 
assessment could be achieved if the same method could be applied using satellite 
imagery instead of aerial imagery. Therefore, in experiment 3B, we investigated 
whether post-disaster building damages could be identified from satellite imagery using 
anomaly detection GANs.  

3.2.1 Experiment 3A: Context of a post-disaster event.  
In this experiment, we aimed to show how a locally observed event can be placed in a 
wider spatial context.  As mentioned in Section 2.4, a flood event is an example of a 
disaster that is at first discovered from monitoring tools or human observations from 
the main road infrastructure. Most often, the event can be placed in the context of 
dynamics and (cascading) events in the surrounding areas. Therefore, the workflow in 
Figure 10 is executed to create watershed and stream network maps. To create these 
products a Digital Elevation Model (DEM) is required (Figure 15). The resulting 
Watershed and stream network map can be found in Figure 16.  
Road operators are able to pinpoint where a flood event is likely to originate, by 
overlaying the road network on these maps. A locally perceived flooded road section 
can be linked to the basin to which it belongs. For example, a perceived flooded road 
segment at point of interest PK64 in the Spanish pilot site, can be linked to the particular 
basin which surrounds most of that road section. Subsequently, this basin can serve as 
an area of interest for further monitoring using other monitoring tools such as the 
(hybrid) UAV or if possible, manual inspections. 
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Figure 15. Digital Elevation Model and road network in the Spanish pilot site. Point of interest, 
PK64, is marked to the right side of the map. 

 
Figure 16. Watershed and stream network map including the road network in the Spanish pilot 
site. Point of interest, PK64, is marked to the right side of the map. 

3.2.1.1 Experiment 3A: Lessons learned 
Experiment 3A has shown how locally perceived evidence of a disaster event can be 
placed into a larger spatial context. For demonstration purposes, information layers for 
a flood event was prepared: a water basin and stream connection map. For example, a 
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perceived flood at PK64 can be linked to the green/blue basin in the lower right corner 
and a flood closer to the city of Guadalajara can be linked to different basins. The larger 
context can subsequently direct additional monitoring efforts. The workflow to 
generate additional information layers is mostly uncomplicated and in particular the 
demonstrated workflow can be prepared in advance, such that post-disaster relief 
response can be supported.  
Similar information layers can be constructed for earthquake and landslide events 
(Alkema et al., 2009). 

3.2.2 Experiment 3B: Post-disaster damage detection using anomaly detecting 
GANs. 

The dataset used for experiment 3B consists of the xBD dataset (Gupta et al., 2019). It 
is a satellite imagery dataset that was developed with the aim of assisting building 
damage detection and change detection in post-disaster relief scenarios. The dataset 
consists of pre- and post-event RGB satellite imagery of a range of disaster events, in 
different geographic locations. The dataset contains building polygons with damage 
information. The building damages are qualitatively labelled from 0 (no damage) to 3 
(destroyed). Figure 17 shows a satellite imagery and its corresponding damage mask 
after a volcano event. In addition to building info, metadata is embedded, containing 
satellite imagery info such as ground sampling distance, incidence angle, capture date, 
sun azimuth or sun elevation. Table 11 shows the total amount of pre- and post-disaster 
images present in the dataset. In short, there are 162.787 pre-event and 162.787 post-
event images.  

  
Figure 17. Left: post-disaster satellite image. Right: Mask image showing building footprints 
and their damage label 
 
Event Number of images (pre- and post-event) 
Flooding 76.432 
Wind 73.250 
Earthquake 64.542 
Tsunami 62.788 
Fire 46.850 
Volcano 1.712 

Table 11. Number of images per disaster event.  
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The original images of 1024x1024 were cut into patches of 256x256 pixels in order to 
decrease the computational necessities during training the anomaly detecting GAN 
network Skip-GANomaly. Different from the methodology described in 3.1.1, the data 
was selected on the absence of vegetation or shadows. Moreover, the model was 
evaluated differently. Instead of classifying images, the buildings are classified based 
on the anomaly scores within individual building masks. Performance metrics were 
therefore calculated based on building classifications. Skip-GANomaly was trained in 
a similar method as in experiment 3.1.1 and for brevities’ sake the details will be left 
out here. 

3.2.2.1 Experiment 3B: Results 
Unfortunately, the performance metrics showed that anomaly detecting GANs are not 
able to retrieve building damages. A recall, accuracy and F1-score value of 0.014, 0.988 
and 0.009 are yielded respectively (Figure 18). The reason for the large accuracy value 
becomes clear when looking at the anomaly score distribution in Figure 19. The normal 
and abnormal distributions are largely overlapping, which leads to a high threshold 
value. The threshold value assigns most of the abnormal objects to the normal class. 
Therefore, a high accuracy value is obtained because the normal class is the majority 
class. 

 
Figure 18. Confusion matrix and performance metrics obtained for Skip-GANomaly and the 
xBD dataset. 

 
Figure 19. Anomaly score distribution for the xBD dataset. 
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The reason for the failure of Skip-GANomaly to retrieve the damaged buildings may 
be caused by several factors. First, unlike in experiment 1A, the object of interest only 
covers a small portion of the image patch. The anomaly scores obtained for the building 
pixels are always relative to the complete patch. Therefore, the damage signal is likely 
to disappear within the larger image context. Secondly, unlike in experiment 1A, 
objects which often cause interference, shadows and vegetation, are not removed from 
the dataset. This makes damage detection from satellite imagery an intrinsically more 
difficult task because there is an abundance of these classes present in satellite imagery 
(see for example Figure 17).  
Future work will look into ways of ignoring vegetation or shadow classes while 
generating anomaly scores.  

3.2.2.2 Experiment 3B: Lessons learned 
Experiment 3B showed that anomaly detecting GANs are not able to detect building 
damages from satellite imagery as it was able to detect damages from aerial imagery. 
Therefore, no practical suggestions can be made into using satellite imagery for post-
disaster damage detection.  
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4 Post-disaster monitoring framework 
D5.1 conceptualized two types of monitoring frameworks. A static framework monitors 
based on static intervals while the dynamic monitoring framework monitors based on 
changing information needs. In T5.4 dedicated monitoring strategies and novel damage 
detection methodologies were developed (Chapter 3). Based on these findings and 
exposed limitations, the conceptual monitoring frameworks can be fine-tuned, and 
practical suggestions can be made for operationalizing the frameworks in D5.5.  
For this purpose, this section will describe the data flow between the different 
monitoring platforms, the dedicated damage detection frameworks and the physical 
PANOPTIS hardware. 
Figure 20 shows the overview of the physical interaction between post-disaster 
monitoring elements. EO platform, such as satellites and hybrid or VTOL UAVs 
produce imagery and metadata. Most importantly, the metadata contains GPS 
coordinates. Moreover, it stores a date- and time-stamp and camera intrinsic values. A 
detailed description of the UAV mission planning, mission execution and data 
management can be found in D5.22. Satellite imagery is imported by the Actint-IA 
module located on the Transportable Ground Control Station (TGCS). Detailed 
information on Actint-IA can be found in D5.22. The degradation detection modules 
are part of the Eye-D-Disaster module which resides in either the Generic Ground 
Control Station (GGCS) or dedicated data processing servers. The Eye-D-Disaster 
module receives as input, the satellite and UAV imagery plus their metadata and outputs 
the image plus metadata and annotations. The output data is subsequently transferred 
from the GGCS to the PANOPTIS middleware using the Actint-IA interface (see D5.2).  
In detail, the output image can be in various formats such as .jpg, .png, .tif. The average 
image size is 4.5 mb. The amount of images that are transferred to the middleware is 
influenced by the amount of images collected which depends on the size of the 
inspected area. Moreover, road operators can decide whether images with no 
annotations should be transferred and stored, according to their data needs or data 
management plan. The annotation file is in a json format and contains information on 
for example the image ID, camera type, time and date of image acquisition, orientation 
of camera and if applicable the anomaly/damage ID and the image and real world 
coordinates of the anomalies or damages. The size of the json file can range from 10 
Kb to 1 Mb. The amount of json files is influenced by the same factors as for image 
files described above. The annotations should all be transferred to the middleware since 
these annotations can be used for display in upper layers of PANOPTIS.  
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Figure 20. Physical interaction between EO platforms, PANOPTIS hardware and damage 
detection modules. 
 
The conceptual monitoring framework in D5.1 consisted of a decision three where a 
decision needs to be made at 3 decision levels. At first, a choice needs to be made as to 
in which road corridor level damage information is required (see Figure 2). Then, the 
element at risk (road surface, adjacent elements, etc.) and the situational scenario 
(routine or post-disaster) needed to be specified. In the post disaster scenario, the final 
decision is evident because we are dealing with the disaster scenario. The element at 
risk or hazard however, is case-specific, even though they can be conceptualized, as 
was done in Table 1. Moreover, a hazard or disaster is stochastic, meaning that the 
occurrence probability can be estimated, however the exact onset or intensity of the 
event is unknown. Even though, based on the output of experiment 1A and 2A, we 
conclude that a couple of steps can be taken to improve preparedness. First, the anomaly 
detecting GANs can be constructed and trained beforehand so that in a post-disaster 
scenario, only inference needs to be done, using the newly acquired UAV imagery. 
Moreover, information layers such as watershed analysis, can be constructed 
beforehand, and updated regularly. This way, the monitoring and damage assessment 
effort in a post-disaster scenario can be minimized. Figure 21 presents a timeline which 
was built on the timeline that was presented in D5.1. It shows how damage assessment 
modules and information layers constructed in the preparedness phase can support the 
response phase. It is expected that the monitoring and damage assessment effort spend 
in the response phase will be higher if no preparations are taken. 
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Figure 21. Post-disaster monitoring framework: preparedness and response phase. 

5 Conclusions  
Deliverable D5.4 set out to develop novel damage detection methodologies for post-
disaster damage detection using a variety of EO platforms. The damage detection 
frameworks, anomaly detecting Generative Adversarial Networks has applied and 
tested. A unique and absolute advantage to this framework is its ability to detect 
damages without needing labelled training data, which is a common and persistent 
problem in other deep learning frameworks. Experiment 1A showed that it is able to 
detect urban damages from aerial imagery. On the other hand, satellite imagery showed 
to be a less suitable source for this deep learning framework (see section 3.2.2). In 
addition we showed how satellite imagery can provide context to the locally perceived 
signs of disasters, which subsequently can direct further mapping efforts. Finally, a 
unique monitoring platform is developed: the hybrid UAV. It has the unique ability to 
fly and transition to fixed-wing and VTOL mode and to process data on board in semi-
real time. With these abilities a powerful post-disaster monitoring platform has been 
created. Based on the results of the experiment described in Chapter 3, practical 
suggestions could be made. These suggestions formed the basis for an update on the 
original conceptual monitoring framework which was presented in D5.1.  
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